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Abstract

This document is a manual on the reduction of
high-speed CCD photometry taken with ULTRA-
CAM. The aim is to give a coherent picture not
afforded by the individual program descriptions.
This is a very rough first draft; I hope in the future
to add some graphics.

1 Introduction

While it is possible to get near-publication qual-
ity reduced data directly at the telescope with UL-
TRACAM, the main purpose of the near real-time
reduction is to monitor data quality and to help
with observing decsions. Therefore you may well
want to re-reduce the data yourself. This docu-
ment is a guide as to how one goes about this. Note
that there are lots of detailed program descriptions
avaliable, and so this document does not try to re-
peat these, rather its purpose is serve as a guide
for the whole reduction process and is based upon
experience of having used ULTRACAM for a while.

If you view this with acroread or ’kpdf’ then
you should be able to see the hyper-links in your
browser.

2 Getting the software

If you are going down the reduction route, you will
need to install some software. Please look at the
software web pages for details of how to do this.
Let me know of problems that you encounter.

3 Getting the data

At some point we hope to make an automated
database where you can pick the files that you need.
Until this point I’m afraid that it is a matter of ask-
ing us for your data, and response is by no means
immediate. At Warwick I have much of the data
on-line and can transfer it to a web server for down-
load and I hope to streamline this with time.

ULTRACAM data comes in the form of raw data
files of the form ’run034.dat’ and for each one a
corresponding XML file, e.g. ’run034.xml’. Both
files must exist in order to be able to do anything
with the data.

4 Reduction

4.1 First steps – getting oriented

Once you have the data the first thing is to see if
you can plot some of it. fire up the software and try
out the command rtplot. You may need to point it
at the right source of data the first time you use it;
look at the help.

Having done this to a few files, you might want to
grab a few files which you can then look at in more
detail with plot or cplot. The files are stored as files
with the extension ’.ucm’. For instance you might
end up with ’run034 001.ucm’, ’run034 002.ucm’
etc. Ecah of these contains all three CCDs plus
some header info. Try the program uinfo to get
a little basic data on a ucm file. The image dis-
play facilities in the pipeline software are crude by
comparison with ’ds9’ or ’gaia’; it has not been my
intent to replicate such programs. If you want to
use them then you should convert the files to FITS
which can do using ucm2fits for ucm files, or more
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directly using grab2fits.
I now go through the reduction steps in the order

in which you should approach them. If you want
a quick look you could at this point jump to the
section on apertures (section 4.6).

4.2 Making bias frames

Almost the first thing you should do is to create
a mean bias frame. With the two readouts/CCD
of ULTRACAM the different bias levels can make
it hard to view images easily, so you will typically
want to remove the bias level fairly early on. Find
a bias run, check the comments to see that things
were OK and then grab the entire run. Make a
list containing all the names of the resulting ucm
files (e.g. ’ls run034*.ucm ¿ bias.lis’) and apply
the program combine. It is much better to use the
clipped mean method of combination rather than
the median which suffers from digitisation noise.
You should use the ’bias’ adjustment to allow for
variable bias levels. Note that you should select a
bias that matches your data pretty much in terms
of setup, in particular you should use a bias of the
same readout speed (hex code in the logs) and bin-
ning factors. The readout speed is not currently
checked, but you will not be able to use a bias of
conflicting binning factors in the main program re-
duce unless you re-format manually before running
it.

Warning: ULTRACAM sometimes suffers from
a problem in which the bias levels are incorrect im-
mediately after a power-on. See section 5.3.2 for
more details.

4.3 Making dark frames

The ULTRACAM chips run at −40 C and have
non-negligible dark current, especially for expo-
sures longer than a few seconds. Although the
mean dark current is less than 1 count per sec-
ond, there are various ’hot pixels’ which can be far
higher than this (the worst of all is at 423, 902 on
CCD and counts at hundreds per second). Look at
your data with rtplot and see if you can see obvious
hot pixels. If you can then you might want to make
a dark frame. To do so you need a dark run, prefer-
ably taken during the night because it very difficult
to guard against light leakage during the day. Grab
these to ucm files, kick out any with non-standard

exposures times (probably the very first and very
likely the last one) and average together with com-
bine. You should either use the ’bias’ or ’ignore’
adjustment; I don’t think it should matter which.

Once you made the dark frame subtract the bias
frame from it otherwise it will not work properly
during reduction.

4.4 Making flat fields

ULTRACAM flats are typically taken as a long se-
quence at the start and end of the night. The small
deadtime of ULTRACAM is of great advantage and
means that we do not bother changing the expo-
sure time as a rule. Typically the flats start or end
saturated in 2 or 3 of the chips, with the u’ CCD
being the least sensitive and therefore coming out
or going into saturation las of all. One wants to
median these for cosmic rays but this cannot be
done directly because of the changing mean level.
On the other hand simply taking the median after
dividing out the mean level overweights low signal
flats. Thus the routine makeflat has been devel-
oped which takes the median of small groups of
normalised flats of similar mean level (prior to nor-
malisation) and then adds the results together with
appropriate weights. It also knows how to ignore
saturated and ’peppered’ (see below) flats.

makeflat works on lists of ucm files. You must
subtract the bias before using it. If you have a dark
frame, you should subtract it before running make-
flat using dsub which scales by the ratio of exposure
times. For most pixels this should hardly matter,
but there is no reason not to try to correct hot pix-
els properly if possible.

Beware the last frame of a run! Typically sky
flats are terminated by stopping the run in the mid-
dle of an exposure so the last exposure is not to be
relied upon. I always delete it after I have down-
loaded a run using grab. It only does not matter
for bias frames.

Finally you should be aware of the peppering
problem (section 5.3.1). This limits the frames that
you can use reliably to well below the normal 65535
saturation level.

4.5 Making bad pixel frames

— to be done — not usually too important; mainly
a data quality control exercise.
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4.6 Setting up apertures

The software is not clever about apertures. You
have to tell it where each star that you want to
reduce is. This has the advantage that it is possible
to cope with cases where a star disappears from
view completely – you can still get an extracted
count rate for what it is worth. Once you have set
them up at the start, the apertures are adjusted
automatically frame by frame you may be relieved
to hear.

First of all you need to make an average frame
of your target field. Use grab to get a few suitable
frames, combine to average them, and subtract the
bias. No need to flat-field, unless you are trying for
really accurate positions which you expect to keep
fixed in some way.

You then run setaper on each CCD of the im-
age. This gives you options to link a faint star to a
brighter reference stars and so on. You may want
to set a clean, isolated, bright star as a ’reference’
in any case is you are likely to want to measure the
seeing or use apertures with sizes that scale with
the seeing. There are also options to mask stars
that might contaminate the sky apertures. See se-
taper for details.

The program writes an ASCII file which can be
edited by hand as well, although the format is fairly
specific. Sometimes you may find that from one
night to the next that your target has drifted so far
that it does not get picked up. This can even hap-
pen during a night as differential refraction moves
the u’ image relative to the others. If this is the
case, you can either relax the constraints in the re-
duction file (see next) or you can apply setper again
to re-centre the apertures.

4.7 Reducing your data

You are now almost ready to reduce your data. You
need only set up a data file to specify the reduction
that you want. This consists of an ASCII file with
many options, for instance the names of the calibra-
tion files, the method of extraction to use (optimal
or normal), whether to vary the aperture radii or
hold them fixed, etc. If you have several runs, I
would strongly advise picking a ’typical’ one first
and adjusting the parameters for it before running
on all of the others. The program plot which can b
e set up to run through a list of files may be use-

ful here. (It is especially useful if you are reducing
’foreign’ format data consisting of a stack of CCD
frames where you want to check that they are all
actually on the same target). It is in particular
tricky to pick the optimal aperture scale if your
using variable aperture radii. In Tim Naylor’s op-
timal photometry paper, he recommends an aper-
ture radius of about 1.5 times the FWHM seeing.
I find this to be OK for faint targets, but it can be
an underestimate for bright ones. This can mean
that one should use ratios or order 1.8 for the red
and green CCDs versus 1.5 for the ultraviolet. Use
the multiple aperture radius option together with
the splitr script to reduce with many scale factors
quickly.

Once you have the ASCII file ready, then run
it using reduce. The result is a large ASCII file
with many columns but it is self-documenting. Use
your favourite program to read the columns. You
are on your own from this point; I am developing
a program to help but it is in a rather primitive
state.

4.7.1 Rebinning/cropping

Because of time considerations we tend to take
some calibration frames unbinned, in particular
flat-fields and darks. Bias frames on the other hand
must be taken with the correct binning. Given an
unbinned full-frame dark one can then match any
binned and windowed setup by appropriately bin-
ning it. This almost works for flats as well except
that one should divide them by the product of the
binning factors to ensure a mean level of one at
the end; reduce now does this for you, but issues
warnings about it.

5 Problems

During the development of ULTRACAM several
problems have been found and fixed, affecting the
data in various ways. I will describe these below;
they are summarised in Table 1. For some other
problems that you may encounter during reduction,
look at the FAQ.

5.1 Midnight bug

GPS time stamps are read every 10 seconds. For
10 seconds around midnight this sometimes causes
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Problem Dates affected Comment
Midnight bug All Software fix solves it completely.
Binning No. 1 May 2002 – Aug 2004 Affects any binned data; flux lost unrecoverably
Binning No. 2 All? Pixel registration off in X by XBIN-1. Software

fix available; needs to be settled for sure.
Peppering All Up/down pattern seen if count levels are high. A

function of the vertical clocking time and partic-
ularly apparent on first night of all, 16 May 2002
before we lengthened it. Solution: keep count lev-
els low enough.

Bias level problems All Sometimes the bias levels, particularly of the red
CCD can be quite different to normal and along
with this extra noise seems to be present. Solu-
tion: a restart always seems to fix it, but you have
to be on your toes to spot it. There are parameters
in rtplot to help.

Table 1: Summary of ULTRACAM glitches

a problem where the times are off by an entire day.
There is a software fix for this which seems reliable,
so it should not cause a problem. You will occa-
sionally see a warning however as midnight (UT) is
passed.

5.2 Binning problem No. 1

This is the worst problem of all and is one that can-
not be fixed. All runs 2002 to 2004 inclusive were
affected by it. It was only spotted during the Au-
gust 2004 run and subsequently fixed. The problem
occurred when binning in X. As a result of inappro-
priate clears, this caused XBIN-1 out of XBIN pix-
els to be thrown away losing large amounts of flux
and potentially affecting photometric reliability.

Apart from the loss of flux, this also affects the
practice of binning unbinned calibration frames up
to match binned frames. This must be done us-
ing bcrop and you must not ’coerce’ the calibra-
tion frames when running reduce as it will not do
so correctly. Instead you should make calibration
frames that match your format using bcrop.

5.3 Binning problem No. 2

This is a new one as of January 2006 (discovery).
It is possibly a result of the fix for the first bin-
ning problem and therefore only affects runs from
2005 onwards, but I am not sure. It may affect all

data binned in X. What seems to happen is that
when binning the pixels are mis-registered. e.g. in
terms of unbinned pixels, pixels 1 to 3 of a xbin=2
binned full-frame format represent pixels 0 and 1,
2 and 3, 4 and 5. Pixel ’0’ should not exist and
so the outermost pixels on both sides of the frame
are in fact rubbish. This causes problems when
using calibration frames taken unbinned unless the
mis-registration is allowed for. Tests in March 2006
reveal that the problem generalises in the following
way: basically one must shift the windows away
from the centre of the CCDs by XBIN-1 pixels from
what one would anticipate.

Still to determine: does this apply to data taken
before May 2005?

5.3.1 Peppering

At high counts levels, but well below saturation,
the ULTRACAM chips show a pattern in which
neighbouring pixels are high and low. This looks a
bit like pepper in the centres of the chips at high
count levels, and thus we call it peppering. This
peppering occurs short of 30,000 counts in the green
and ultra-violet chips and at about 50,000 in the red
CCD. You should set the levels in makeflat to avoid
frames affected by peppering! Use rtplot to find out
the levels. The maximum values I use are 48000,
30000 and 26000 for the red, green and ultraviolet
CCDs respectively (numbers 1, 2 and 3 as far as
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the software is concerned). Peppering looks terrible
when you first see it, but it really switches off as
long as one is below the threshold levels.

5.3.2 Bias level problems

ULTRACAM sometimes suffers from a problem in
which the bias levels are incorrect immediately af-
ter a power-on. At the same time, increased noise is
present. The problem is worst for the red CCD. Be
careful to check that such frames match other ones.
Only use biases affected by odd bias levels if your
data suffer from the same problem. The program
rtplot can be set to provide a warning of possible
problems with the bias level. It may still be worth
reducing such data as it often far from useless.

A ULTRACAM timing

A.1 Introduction

This appendix details how the ULTRACAM times
are generated. This is complicated by various bugs
and changes over the years. First I summarise how
the times come about.

Each frame comes with 24 bytes of timing in-
formation generated at a specific part of the read-
out/exposure cycle which I discuss in detail below.
The times are generated as follows. Every 10 sec-
onds the GPS is polled for the latest time, and at
the same time the timing card is polled. Then when
the time for a frame is needed, the timing card is
queried again and the difference between this value
and the value recorded at the the time of the GPS
poll is used to come up with the final timestamp
that is attached to the data.

In the ULTRACAM pipeline the times are han-
dled by the routine read header.cc. The aim is to
generate a UT date and time corresponding to the
middle of each exposure. The GPS timestamp gives
the number of seconds from the start of the week
(defined as midnight on the saturday/sunday tran-
sition) and the number of nanoseconds in addition
to this (i.e this lies in the range 0 to 999999999. It
also gives a date. So the standard is to add what-
ever seconds are left after removal of integer*86400
+ nanoseconds/1e9 to the date.

This is by no means all there is to do, because to
correct to the middle of the exposure then depends
upon the readout mode. However before getting to

this point one has to translate the GPS timestamp
into a time, and here there are several variants ow-
ing to changes. I now detail these.

A.2 Special cases

Here I detail all the special cases that have affected
the timestamps.

A.2.1 May 2002 run

This was the first ULTRACAM run of all and un-
surprisingly things were not honed to perfection.
The timestamps of this run had no date informa-
tion, and so the known start of week date (12 May
2002) is used to offset from. There was moreover
an error where some times jumped back by 10 sec-
onds (related to the GPS polling time). This is
corrected by seeing if a time is less than an earlier
one. I don’t think this ever causes problems, but
could do if it is the first frame of all that is wrong.
Luckily it is usually a fairly short lived problem.

In addition, the first night of the May 2002 run
had a short vertical clock time that caused the
nasty ”peppering” effect on the CCD. The pa-
rameter VCLOCK FRAME is set specially for this
night. The vclock frame was not stored in the XML
in this run so known numbers are used for all nights
of this run (these are needed for the correaction to
the mid-point of the exposures).

A.2.2 September 2002 run

This was the second ULTRACAM run. From the
second night of this run we had date information.
Unfortunately, the year was not always right and so
special code fixes this to 2002. On top of this, day
numbers were only correct to within 1 day, chang-
ing incorrectly near midnight. They are therefore
used to identify the week in question, and then the
number of seconds is used as in the May 2002 case.

A.2.3 No GPS mode

Without the GPS one can still get relative times
from the computer. These are indicated by the
number of satellites = -1. The date is then set to
an arbitrary 1 Jan 2000 (i.e. before ULTRACAM
started) and the number of seconds etc is added to
it. The number of seconds however is now from the
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start of loading the software and therefore does not
mean anything in absolute terms.

A.2.4 Midnight bug

I discussed the midnight bug earlier. To repeat,
frames taken near UT midnight can suffer from the
following problem: the number of seconds indicates
that the date has changed, but the date itself has
yet to update. This perhaps reflects some sort of
offset in the polling time for the date versus the
time. I now correct for these by comparing the say
of the week implied by the number of seconds with
the day of the week implied by the GPS date. If
these differ, 1 day is added to the GPS date. A
warning is issued; the correction seems 100% reli-
able.

A.3 Correcting the times for the
readout mode

Once the GPS time has been processed as above,
it needs to be corrected to the mid-exposure time.
This is a function of the readout mode. In some
cases one must have read the time of the frame be-
fore to make this correction, or even several frames
before (drift mode). If this is not possible (e.g. first
frame or frames) the time will be flagged as being
not OK (NOK). NB. If nsat=-1, the time may still
be flagged as ”OK” which it is as far as the expo-
sure correction, but not otherwise.

The timestamps are taken at particular parts
of the cycle. The exact point changed with a
change from the old 50MHz to the new 250MHz
timing board that happened in July 2003. In the
50MHz system timestamps were taken when a spe-
cial timestamp bit was cleared. In the 250MHz
system (current), timestamps are taken when this
bit is set. This change was not documented and we
did not realise it for sometime (until late 2004). It
caused timestamps to be taken at different points.
This leads to different corrections according to the
board in place as well as the readout mode. To con-
fuse matters further, the sense of when the times-
tamps were taken with the 250MHz board was re-
versed when the error was realised. This fix dates
from around Jan 2005 and returned things to pre-
July 2003 days.

I now go through the event sequences for the dif-
fering modes. I will use the terms ’standard’ and

’non-standard’ to denote the times when things op-
erated as documented versus when they did not.
i.e. “standard” covers before July 2003 and af-
ter January 2005, while “non-standard” covers the
inter-regnum.

A.3.1 Full-frame + clear, full-frame +
overscan and 2-window + clear
modes

These modes have clears in them to allow accu-
rate exposure lengths and to avoid saturation on
bright targets. They are standardly used for stan-
dard stars and sky flats. The order of events in
these modes is as follows:

1. Set timestamp bit.

2. Clear the CCD.

3. Clear the timestamp bit. Standard timestamp.

4. Expose the CCD

5. Frame transfer

6. Read CCD

7. Set the timestamp bit. Non-standard times-
tamp.

8. Go back to stage 2 unless the run is stopped.

These events are displayed graphically in Fig. 1.
In interpreting this diagram it is important to re-
alise that timestamp N is always paired with frame
N , even when it is readout afterwards because the
frames and timestamps are buffered and then writ-
ten to disk together.

Non-standard timestamps are generated when
the timestamp bit goes from clear to set. This could
happen at the start if the bit started clear. How-
ever, I believe that this is never the case from look-
ing at many runs and also from a communication
from Dave Atkinson. This is lucky since otherwise
we could have had one frame offsets in the times-
tamps.

In standard mode the time at the mid-point of
the n-th frame (tm)n is simply given by

(tm)n = (ts)n +
∆
2

, (1)

where (ts)n is the time of the timestamp associated
with the n-th frame and ∆ is the length of the
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Figure 1: The sequence of events in the various “clear” modes. Note that in this case “Expose” is the
only time during which photons are accumulated. “STS” indicates a standard timestamp, “NSTS” a
non-standard timestamp.

exposure, aka the “exposure delay”, and in this case
is the true on-target time.

Things are trickier in non-standard mode. If one
looks at the order of events in Fig. 1, one sees that
the non-standard timestamp of any frame is taken
after it has been frame transferred and read out,
so that one would have to subtract an estimate of
these quantities to get to the mid-exposure. This
cannot be done very accurately. The best thing
is to forward track from the previous timestamp
(possible for all frames except the first) by adding
the clear time, e.g.

(tm)n = (ts)n−1 + tc +
∆
2

, (2)

where tc is the time taken to clear the CCDs. This
is estimated using

tc = (1033 + 1027)tvc, (3)

where tvc is the time taken to vertically clock a
frame by 1 pixel, a clear requiring clocking of the
entire image and storage areas. ∆ is still the length
of the exposure. If the previous timestamp is not
present, then one must fall back on

(tm)n = (ts)n − tft − tr −
∆
2

, (4)

where tr is the readout time and tft is the frame
transfer time. I am unclear about the reliability of
either, but in the end I decided to mark the times
returned by the first equation as reliable and the
times returned by the second as unreliable as the
readout time is difficult to estimate reliably.

A.3.2 Full-frame no-clear and windowed
modes

These are the standard science modes. The order
of events is as follows:

1. Set timestamp bit.

2. Clear the CCD.

3. Expose the CCD

4. Frame transfer.

5. Clear the timestamp bit. Standard timestamp.

6. Read CCD

7. Set the timestamp bit. Non-standard times-
tamp.

8. Go back to stage 3 unless the run is stopped.

These events are displayed graphically in Fig. 2
In standard windowed modes, photons start ac-

cumulating immediately after the timestamp of the
previous frame is taken and while that frame is be-
ing read out. They do so for the length of time
it takes to read the previous frame plus the expo-
sure delay. Thus one can derive the time of mid-
exposure by adding half of the sum of the read
time plus exposure delay to the previous times-
tamp. The following formula does just this:

(tm)n = (ts)n−1 +
1
2

((ts)n − (ts)n−1 − tft) . (5)

where tft is the frame transfer time which must be
estimated. Thus one must have read the timestamp
immediately preceding a frame as well as its own to
derive the mid-exposure time in standard windowed
mode. The quantity in brackets is the on-target
exposure time for exposure n:

(te)n = (ts)n − (ts)n−1 − tft, (6)

which is used to get the count rates.
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Figure 2: The sequence of events in the full-frame clear, windowed and driftscan modes. Photons are
accumulated during both the “Expose” and “Read” sections. Note that the first frame accumulates
photons for a shorter time than the rest.

In non-standard mode the timestamp is delayed
until after the read. The question is, does this
timestamp therefore get associated with the data of
the following read, or are the data read out buffered
so that the timestamp can be attached to them? If
the former, what timestamp does the very frame
of all get? This question is important because it
means a shift by one frame of which timestamp
goes with which frame. I believe that the second
alternative is true, i.e. even though the timestamp
is taken after the data are read, it still is written
to disk with them. This is a conclusion based upon
looking at the timestamps of non-standard mode
drift exposures. This is how I have drawn it in
Fig. 2.

We again need to adjust to the centre of the expo-
sure which now requires adding (∆−tr)/2 where tr
is the length of the read immediatly preceding the
(non-standard) timestamp taken before the current
timestamp. This can be estimated using

tr = (ts)n−1 − (ts)n−2 − tft −∆, (7)

and so

(tm)n = (ts)n−1 + ∆− 1
2

((ts)n−1 − (ts)n−2 − tft) .

(8)
Similarly the on-target time is given by

(te)n = (ts)n−1 − (ts)n−2 − tft. (9)

Thus in non-standard mode one must keep the two
timestamps preceding the current one to get the
mid-exposure of a given frame.

A.3.3 Drift mode

The sequence of events in drift mode is identical
to that in windowed mode except that the frame
transfer stage is not a complete shift but just moves
the windows into the storage area. The series of
windows in the storage eventually gets read out
once enough of them have been moved in. The
advantage of this is that the shift from image to
storage is relatively small. An additional compli-
cation is that every so often an extra “pipeshift”
is needed to bring the frames on the storage area
up to where they can be read out. This is because
the windows do not divide into the available stor-
age exactly. The pipeshift adds to the read times
of the cycle in the previous section. Although this
all sounds complicated it is not if one realises that
normal windowed mode is essentially drift mode
with only 1 window in the storage area. In drift
mode there are, let us say, N windows in the stor-
age area which simply shifts the relation between
timestamps and frames by N − 1. Thus the equa-
tions of the previous section become

(tm)n = (ts)n−N +
1
2

((ts)n−N+1 − (ts)n−N − tft) ,

(10)
for standard mode and

(tm)n = (ts)n−N+∆−1
2

((ts)n−N − (ts)n−N−1 − tft)

(11)
for non-standard mode. Here the frame transfer
time tft must be estimated differently than for the
windowed mode because only a small shift onto the
storage area is needed. Application of these rela-
tions require storage of timestamps read out several
frames ahead of the one of interest. This is done
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with a data structure that one can ’pop’ and ’push’
elements onto inside read header.cc. The first N−1
frames read out are junk data which have only ever
been in the storage area. The N -th frame read is
the first to have any proper photons, but its time
cannot be determined because there is no (ts)n−N

for n = N . Thus the first usable frame is therefore
frame N + 1.

The on-target exposure times are similarly
shifted:

(te)n = (ts)n−N+1 − (ts)n−N − tft, (12)

and

(te)n = (ts)n−N − (ts)n−N−1 − tft. (13)
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